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Outline

@ Intel Xeon Phi and i1ts computing features
& Usage of Xeon Phi in HPC
& Xeon Phi programming

native mode

offloading

symmetric processing



Multi-core vs. Many-core

Xeon Phi
Xeon Intel Many Integrated Core (MIC) Architecture
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& 8 ~ 12 cores & 61 cores (244 logical)
& Single-core 2.5 ~ 3 GHz & Single-core ~ 1.2 GHz
& 256-bit vectors & 512-bit vectors



Intel Xeon Phi coprocessor (accelerator)

& Add-on to CPU-based system

& PCI express (6.66 ~ 6.93 GB/s)
& IP-addressable

® 16 GB memory

& 61 x86 64-bit cores (244 threads)
& single-core 1.2 GHz

& 512-bit vector registers
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Xeon Phi Computing Performance

Theoretical Maximums Updated

(2S Intel® Xeon® processor E5-2670 & E5-269/7v2 vs. Intel® Xeon Phi™ coprocessor)
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Synthetic Benchmark Summary (1 of 2)
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Using Intel® MKL
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Synthetic Benchmark Summary (2 of 2)
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Using Intel®* MKL
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Intel® Xeon Phi™ Coprocessor vs. 25 Intel® Xeon® processor

* MKL)

Updated

Native = Benchmark run 100% on coprocessor. AO = Automatic Offload Function = Xeon + Xeon Phi together

Using Intel® MKL Higher is Better Intel® Xeon Phi™ Coprocessor 7120P
- VS.
2 Socket Intel®* Xeon® processor (E5-2697v2)
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m Customer App|ication Performance Increase’ vs. 2S Xeon*

Energy

Financial Services

Physics

Finite Element

Solid State Physics

Digital Content Creation/Video

Astronomy

Fluid Dynamics

Acceleware

Sinopec

CNPC

(China Qil & Gas)

Financial Services

Jefferson Labs

Sandia Labs

ZIB

(Zuse-Institut Berlin)

Intel Labs

NEC
CSIRO/ASKAP (Australia Astronomy)

TUM (Technische Universitat Munchen)

AWE (Atomic Weapons Establishment -
UK)

8t order isotropic variable velocity

Seismic Imaging

GeoEast Pre-Stack Time Migration (Seismic)

BlackScholes SP
Monte Carlo SP

Lattice QCD

miniFE
(Finite Element Solver)

Ising 3D
(Solid State Physics)

Ray Tracing

(incoherentrays)

Video Transcoding

tHogbom Clean (Astronomy image smear
removal)

SG++ (Astronomy Adaptive Sparse Grids/Data
Mining)

Cloverleaf
(2D Structured Hydrodynamics)

Up to 2.23x

Up to 2.53x°
Up to 3.54x

Up to 7.5x
Up to 10.75x

Up to 2.79x

Up to 2x3
Up to 1.3x°

Up to 3.46x
Up to 1.88x*

Up to 3.0x¢
Upto2.27x

Upto 1.7x

1.77x
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Intel Xeon Phi vs. Nvidia GPU

Less acceleration

In terms of computing speed, one GPU beats one Xeon Phi for
most cases currently.

X86 architecture
IP-addressable
Traditional parallelization (OpenMP, MPI)

Native and symmetric: no need to modify source codes, only
changes in compiling and running codes.

Offload: minor change of source code, similar to OpenACC but
much less efforts than CUDA.

New. Still a lot of room for improvement.




Usage of Xeon Phi in HPC

Accelerator/CP Family System Share

Al

Accelerator/CP Family

N/A

Nvidia Kepler
Nvidia Fermi
Intel Xeon Phi
Hybrid

ATl Radeon

Accelerator/CP Family Performance Share

B N/A

B Nvidia Kepler
Nvidia Fermi

B Intel Xeon Phi

B Hybrid

B ATI Radeon

System Share (%)

87.2
46
4
3.2
0.6
0.4

Rmax (GFlops)

179,221,078
35,133,206
9,813,752
47,390,611
1,373,234
831,900

Rpeak (GFlops)

252,023,035
52,529,949
20,123,473
75,176,932

2,018,688
1,686,749

Cores

15,384,521
960,416
750,056

4,234,766
236,284
83,328

B NA

B Nvidia Kepler
Nvidia Fermi

B Intel Xeon Phi

B Hybrid

B ATl Radeon




List
Jun 2014
Nov 2013
Jun 2013
Nov 2012
Jun 2012

System Count

Jul 2012

Oct2012 Jan 2013 Apr 2013

System Share (%)

Jul 2013 Oct 2013 Jan 2014  Apr 2014

Rmax (GFlops) Rpeak (GFlops)

47,390,611
45,244,135
42,131,863
4,302,764
118,600

75,176,932
72,197,351
67,790,175
6,309,356
180,992

Cores

4,234,766
4,079,172
3,830,503
337,301
9,800




Rank Site

1

National Super Computer
Center in Guangzhou
(/site/50365)

China

System

Tianhe-2 (MilkyWay-2) -
TH-IVB-FEP Cluster, Intel
Xeon E5-2692 12C
2.200GHz, TH Express-2,
Intel Xeon Phi 31S1P
(/system/177999)

NUDT

Power
(kW)

Rmax Rpeak

Cores (TFlop/s) (TFlopl/s)

3120000 33862.7 549024 17808

65

Texas Advanced Computing
Center/Univ. of Texas
(/site/48958)

United States

Louisiana State University
(/site/48279)
United States

Stampede - PowerEdge
C8220, Xeon E5-2680 8C
2.700GHz, Infiniband FDR,
Intel Xeon Phi SE10P
(/system/177931)

Dell

SuperMIC - Dell C8220X
Cluster, Intel Xeon E5-
2680v2 10C 2.8GHz,
Infiniband FDR, Intel Xeon
Phi 7120P
(/system/178423)

Dell

462462 51681 8520.1 4510

557.0 9251 370




SuperMIC

@LSU

x 360 Compute Nodes

A Two 2.8GHz 10-Core Ivy Bridge-EP E5-2680 Xeon64-bit Processors
A Two Intel Xeon Phi 7120P Coprocessors

A 64GB DDR3 1866MHz Ram

A 500GB HD

A 56 Gigabit/sec Infiniband network interface
A 1 Gigabit Ethernet networkinterface

Ref. http://www.hpc.lsu.edu/resources/hpc/system.php?system=SuperMIC

SuperMIC

Hostname

Peak Performance/ TFlops

Compute nodes

Processor/node

Processor Speed

Processor Type

Modes with Accelerators

Accelerator Type

os
Vendor

Memaory per node

Detailed Cluster Description

smic_hpc.lsu.edu

360

2 Deca-core

2 BGH=z

Intel Xeon 64bit

Xeon Phi 7120P

RHEL v&

64 GB




A typical compute node on SuperMIC

Two One Two
Intel® Xeon® Intel® Xeon Phi™  Intel® Xeon Phi™
CPUs COProcessor COProcessors

& host & mic( ¢ micl
20 cores 61 cores (244 logical) 61 cores (244 logical)
64 GB memory 16 GB memory 16 GB memory

O Theoretical maximum acceleration:
Oen Xeon Phi / Two Xeons = 1208 GFLOPS / 448 GFLOPS =
(Tow Xeons + Two Xeon Phis) / Two Xeons = (2*1208 + 448) GFLOPS / 448 GFLOPS =



Xeon Phi programming

¢ Native mode

vectorization performance
& Oftloading

Explicit offload

MKL automatic offload

offload MPI-OpenMP hybrid codes
& Symmetric processing

run on one node

run on multi nodes



Getting started ...

Window 1 (run jobs)

& ssh # login SuperMIC

& qsub -I -A allocation_name -l nodes=2:ppn=20,wallttime=hh:mm:ss # interactive session

O & & SO UNOEE

Window 2 or 3 (monitor performance)

ssh -X # login SuperMIC with graphics

ssh -X smic{number} # login the compute node with graphics

micsmc & ( or micsmc-gui & or micsmc -a ) # open Xeon phi monitor from the host
ssh smic{number}p-mic0 # login micO

top # monitor processes on Xeon Phi
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