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Alntel Xeon Phi and its computing features
AUsage of Xeon Phiin HPC
AXeon Phi programming:

native mode

offloading



Multi-core vs. Mamngore LSl

Xeon Xeon Phi

Multi-core Architecture Many Integrated Core (MIC) Architecture

; ' f:.l“,i:’g.;;',;jq.'_ -
R e
A8~12 cores ® 61 cores (244 logical)
A Singlecore 2.5 ~ 3 GHz & Single-core ~ 1.2 GHz

A 256-bit vectors & 512-bit vectors



(parameters for Xeon Phi 7120DP
A Add-on to CPtbased system
APCI express (6.66 ~ 6.93 GB/s)
A lP-addressable

A 16 GB memory

A 61 x8664-bit cores (244 threads)
A singlecore 1.2 GHz

A 512-bit vector registers

A 1.208TeraFLOPS 61 cores * 1.238 GHz *
16 DP FLOPs/cycle/core

LS

Current: Knight Corner (KNC)
Next (2016): Knight Landing (KNL)
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Theoretical Maximums
(2S Intel® Xeon® processor E5-2670 & E5-269/7v2 vs. Intel® Xeon Phi™ coprocessor)
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Synthetic Benchmark Summary (1 of 2)

Updated
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Synthetic Benchmark Summary (2 of 2) Updated
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" MK Updated

Intel® Xeon Phi™ Coprocessor vs. 25 Intel® Xeon® processor (inte

Using Intel® MKL Higher is Better Intel® Xeon Phi™ Coprocessor 7120P
- VS.
2 Socket Intel® Xeon® processor (E5-2697v2)
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Native = Benchmark run 100% on coprocessor. AO = Automatic Offload Function = Xeon + Xeon Phi together



Energy

Financial Services

Physics

Finite Element

Solid State Physics

Digital Content Creation/Video

Astronomy

Fluid Dynamics

Acceleware

Sinopec

CNPC

(China Oil & Gas)

Financial Services

Jefferson Labs

Sandia Labs

ZIB

(Zuse-Institut Berlin)

Intel Labs

NEC
CSIRO/ASKAP (Australia Astronomy)

TUM (Technische Universitat Munchen)

AWE (Atomic Weapons Establishment -
UK)

8t order isotropic variable velocity

Seismic Imaging

GeoEast Pre-Stack Time Migration (Seismic)

BlackScholes SP
Monte Carlo SP

Lattice QCD

miniFE
(Finite Element Solver)

Ising 3D
(Solid State Physics)

Ray Tracing

(incoherentrays)

Video Transcoding

tHOQbOITI Clean (Astronomy image smear
removal)

SG++ (Astronomy Adaptive Sparse Grids/Data
Mining)

Cloverleaf
(2D Structured Hydrodynamics)
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Performance Increase’ vs. 2S Xeon*

Up to 2.23x

Up to 2.53x°
Up to 3.54x

Up to 7.5x
Up to 10.75x

Up to 2.79x

Up to 2x3
Up to 1.3x°

Up to 3.46x
Up to 1.88x*

Up to 3.0x¢
Upto2.27x

Upto 1.7x

1.77x
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Disadvantages
A Less acceleration

AIn terms of computig power, one GPU beats one Xeon Phi
for mostcases arrently.

Advantages

A X86 architecture

A lP-addressable

A Traditionalparallelization QpenMP MP)

A Easy programming, minor changes from CPU codes
A Offload: minor change of source code.

A New. Stilla lot of room forimprovement
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AStatistics of accelerators in top 500 supercomputers (Nov 2014 list)

Accelerator/Co-Processor System Share

é

B NVIDIA K20x
@ NVIDIA 2090

Intel Xeon Phi 5110P
Il NVIDIA 2050
I NVIDIA K20
B Nvidia K40m
B Intel Xeon Phi 5120D
B Nvidia K20m
B Intel Xeon Phi 7120P
B Intel Xeon Phi 31S1P
B Others

Accelerator/Co-Processor Performance Share

Il NVIDIA K20x
B NVIDIA 2090

Intel Xeon Phi 5110P
Il NVIDIA 2050
B NVIDIA K20
B Nvidia K40m
B Intel Xeon Phi 5120D
B Nvidia K20m
B Intel Xeon Phi 7120P
B Intel Xeon Phi 31S1P
B Others

NS




AAccelerator share

Accelerator/CP Family System Share

ACCELERATOR/CP FAMILY

Nvidia Kepler
Intel Xeon Phi
Nvidia Fermi
Hybrid

ATI Radeon
PEZY-SC

B Nvidia Kepler
B Intel Xeon Phi

* Nvidia Fermi
B Hybrid
B ATI Radeon
B PEZY-SC
COUNT SYSTEM SHARE (%)
28 5.6
21 4.2
18 3.6
4 0.8
3 0.6
1 0.2

RMAX (GFLOPS)

42,284,740
51,245,010
9,587,021
1,850,234
1,148,600
178,107

Accelerator/CP Family Performance Share

RPEAK (GFLOPS)

63,953,116
83,159,331
20,497,761
2,839,491
2,280,349
395,264

L5

1,111,247
4,660,830
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B Nvidia Kepler
B Intel Xeon Phi
| Nvidia Fermi
B Hybrid

B ATI Radeon
B PEZY-SC



ANumber of supercomputers with Xeon Phi coprocessors

System Count

24
18
12
6
0
Jul 2012 Jan 2013 Jul 2013 Jan 2014 Jul 2014
LIST COUNT SYSTEM SHARE (%) RMAX (GFLOPS) RPEAK (GFLOPS)
Nov 2014 21 4.2 51,245,010 83,159,331
Jun 2014 16 3.2 47,390,611 75,032,394
Nov 2013 12 24 45,244,135 12,197,351
Jun 2013 11 2.2 42,131,863 67,790,175
Nov 2012 7 1.4 4,302,764 6,309,356
Jun 2012 1 0.2 118,600 180,992

B Count

CORES

4,660,830
4,234,766
4,079,172
3,830,503
337,301
9,800

L5
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ATypical supercomputers with Xeon Phi coprocessors

RANK SITE

1

88

National Super Computer Center
in Guangzhou
China

Texas Advanced Computing
Center/Univ. of Texas
United States

Louisiana State University
United States

SYSTEM

Tianhe-2 (MilkyWay-2) - TH-
IVB-FEP Cluster, Intel Xeon
E5-2692 12C 2.200GHz, TH
Express-2, Intel Xeon Phi
31S1P

NUDT

Stampede - PowerEdge
C8220, Xeon E5-2680 8C
2.700GHz, Infiniband FDR,
Intel Xeon Phi SE10P

Dell

SuperMIC - Dell C8220X
Cluster, Intel Xeon E5-2680v2
10C 2.8GHz, Infiniband FDR,
Intel Xeon Phi 7120P

Dell
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RMAX RPEAK POWER
CORES  ([TFLOP/S) (TFLOP/S) (KW)
3,120,000 33,862.7 54,902.4 17,808
462,662  5,168.1 8,920.1 4,510
45,866 957.0 925.1 370
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[ swewc |
Hostname smic_hpc.lsu.edu
Peak Performance/ TFlops 1000
Compute nodes 360
Processor/node 2 Deca—core
Processor Speed 2 8GH=z
Processor Type Intel Xeon 64bit
X 360C0mpute NOdeS Nodes with Accelerators 360
A Two 2.8GHz tCore Ivy Bridg&P E®680 Xeor64-bit Processors
A Two Intel Xeon Phi 7120P Coprocessors Accalerator Type Xeon Phi 7120
A 64GB DDR3 1866MHz Ram os RHEL v6
A SOOGB HD Vendor
A 56 Gigabit/sednfinibandnetwork interface Memory per node 64 CB
A 1 Gigabit Ethernet networiterface
Detai - D .
Ref http://www.hpc.Isu.edu/resources/hpc/system.php?system=SuperMIC e e

Available Software



Two One Two
Intel® Xeon® Intel® Xeon Phi™  Intel® Xeon Phi™
CPUs COprocessor COProcessors

A host ¢ mic0 ® micl
20 cores 61 cores (244 logical) 61 cores (244 logical)
64 GB memory 16 GB memory 16 GB memory

O Theoretical maximum acceleration:

One Xeon Phi / Two Xeons = 1208 GFLOPS / 448 GFLOPS = 2.7

ow Xeons + Two Xeon Phis) / Two Xeons = + = 6.
(Tow X Two X Phis) / Two X (2*1208 + 448) GFLOPS / 448 GFLOPS =6.4

L5
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ANative mode
vectorizationperformance
A Offloading
Explicit offload
MKL automatic offload
MPI + offload
A Symmetric processing
for one node
for on multi nodes

INFORMATIO
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C Window 1 (run jobs)
A sshusername@smic.hpc.lsu.edu
A gsub-I -A allocation_namel nodes=2:ppn=20,walltiméwh:mm:ss

C Window 2 or 3 (monitor performance)
A ssh-Xusername@smic.hpc.lsu.ed

A ssh-Xsmidnumber}

A micsmc& (ormicsmegui& )

A sshmicO

Atop



mailto:username@smic.hpc.lsu.edu
mailto:username@smic.hpc.lsu.edu

[shaohao@smic021 ~]$
03:00.0 Ceprocessor: Intel Corporation Device 225c (rev 20)
83:00.0 Ceprocessor: InteCorporationDevice 225c (rev 30

[shaohao@smic021 ~]$

X X

Cores
Total No of Active Cores : 61
Voltage : 1052000
Frequency : 1238095kHz

X X

GDDR
GDDR Vendor : Samsung
GDDR Version : Ox6
GDDR Density : 4096 Mb
GDDR Size : 15872 MB




execute natively

Computer codes |

intely
Xeon Phi” Coprocessor

C Anexample(vector _omp.g: vector addition parallelized witrOpenMP

A Nochange to normal CPU source codes

C Compilation

L5

A Always compile codes on the host. Compiler is not available on Xeon Phi

Aicc-O3-openmp vector _omp.c0 vec.omp.cpu
A icc-O3-openmp-mmicvector_omp.c-0 vec.omp.mic
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C executeCPU binary on thikost
A export LD_LIBRARY_PATW#local/compilers/Iintel/composer_xe 2013.5.192/compiler/lib/intel64

A export OMP_NUM_THREADS=20
A ./vec.omp.cpu

C executeMIC binary on Xeon Phi natively
A sshmicO
A export LD _LIBRARY_PATUis#local/compilers/Intel/composer_xe 2013.5.192/compiler/lib/mic

A export OMP_NUM_THREADS=244
A ./vec.omp.mic
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C Exercise 1: Native run and affinity setting

1) Compilevector _omp.owith and without the flagmmic, then execute the
binaries on the host and on Xeon Phi respectively.

1) Set up the affinity environment (e.g. expéIP_AFFINIEY
compact,granularityfine,verboseg, then execute the MIC binary natively on
. S22y tKA® [/ KIy3dS aO02YLI Odrnitegain.ad da O (0 S NE
Observe the outputs.
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C Compare performance with and withouéctorization

A An example\ector.9: a serial code for vector addition.
A icc-O3-openmp-mmic vector.c-0 vec.mic

A icc-O3-openmp-mmic-no-vecvector.c-0 novec.mic

A Vectorizedcode is around 10 times faster!

C Exercise 2vectorization

1) Compilevector.cwith and without the flagno-vecg then run the binaries and compare
the computational time.

i) Compilevector.cwith the flag-vecreport3, thenvary the vector report number from 1
to 7. Observe the outputs.



LSh)

C Add flag-mmicto create MIC binary files.
C sshto MIC and execut¥IC binarynatively.
C Vectorization is critical.

C Monitor MIC performance witlmicsmc



LS

C A C codavith explicit offload(off02block.c)

int totalProcs;

CPU

int maxThreads;

// begin offload block offload
MIC

totalProcs = omp_get_num_procs();

maxThreads = omp_get_max_threads();

// end offload block

printf(" total procs: %d\n", totalProcs );

| |

printf(" max threads: %d\n", maxThreads );
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¢ Compile

A The same as compiling normal CPU codféghout -mmic.
Aicc-openmpname.c-0 name.off

A ifort -openmpname.f90-o name.off

C Execute offloading jobs from the host
Aexport MIC_ENV_PREFIX=MIC
A export MIC_OMP_NUM_THREADS=240

A /name.off
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C Exercise 3 (a): report offloading information
1) CompileoffO2block.c, then launch the binary from the host.

i) Export the value cDFFLOAD REPdR1he range of 1, 2 and 3. Then run it
againand analyze the outputs.

i) Compileoff02block.c with the flagopt-report-phase=offload Observe the
outputs.

C Exercise 3b):
Do exercise 3 (a) with the Fortrandeoff02block.f90 .
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C SpreadOpenMPthreads to 240 workers (logical threads) of MIC.

(C code: off03omp.c)

double a[500000]; // placed on host

inti; //placed on host
// auto pass i and a in and out of MIC

for (i=0; i<500000; i++ ) {
ali] = (double)i;
}
printf( "\n\t last val = %f\n", a[500000-1]); // output




LS.

(FFortran code: off03omp.f90)

integer, parameter :: N = 500000
real :: a(N) | placed on host

| auto pass i and a in and out of MIC

do i=1,N
a(i) = real(i)

end do

print*, "last val is ", a(N) ! output




Q Exercise 4 (a): Compile and run off03omp.c. Report offloading
information and analyze data transfer between host and MIC.

Q Exercise 4 (b): Compile and run off03omp.f90. Report offloading
information and analyze data transfer between host and MIC.

C Note: Data transfer between CPU and MIC influences the performance.

Less transferred data etter.



(C code: offO6stack.c)

double a[100000], b[100000], c[100000], d[100000];
inti;
for ( i=0; i<100000; i++ ) {
ali] =1.0;  b[i] = (double)(i);
}

for (i=0; i<100000; i++) {
clil = ali] + b[i]; d[i] = a[i] - b[i]; bli] = -bli];




(Fortran code: offO6stack.f90)

integer, parameter :: N = 100000
real(8) :: a(N), b(N), c(N), d(N)
doi=1,N

a(i) =1.0d0; b(i) = real(i)

end do

doi=1,N
c(i) = a(i) + b(i);  d(i) = a(i) - b(i);




(C code: offO7heap.c)

inti; int N =5000000;

a = ( double* ) memalign( 64, N*sizeof(double) );
b = ( double* ) memalign( 64, N*sizeof(double) );
for (i=0; i<N; i++) { a[i] = (double)(i); }

// length(N) is required for dynamic arrays

for (i=0; i<N; i++) {
b[i] = 2.0 * ali];




